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Rajesh Ramisetty
Sr. Data Engineer
Email: rajeshramisetty22@gmail.com                                                                          Contact: 615-237-8729
Professional Summary: 
· Overall, more than 10 years of Experience in the IT industry as a Data Engineer with proven expertise in Software development involving cloud computing platforms like Amazon Web Services (AWS), Azure and Google Cloud (GCP).
· Very Good experience working in Azure Cloud, Azure DevOps, Azure Data Factory, Azure Data Lake Storage, Azure Synapse Analytics, Azure Analytical services, Azure Cosmos NO SQL DB, Azure HD Insight Big data Technologies (Hadoop and Apache Spark) and Data bricks.
· Can work parallelly in both Azure and AWS Clouds coherently.
· Hands on experience on GCP in all the big data products BigQuery, Cloud Data Proc, Google Cloud Storage, Composer (Airflow as a service).
· Extensively worked on AWS Cloud services like EC2, VPC, IAM, RDS, ELB, EMR, ECS, Auto - Scaling, S3, CloudFront, Glacier, Elastic Beanstalk, Lambda, Elastic Cache, Route53, OpsWorks, Cloud Watch, Cloud Formation, RedShift, DynamoDB, SNS, SQS, SES, Kinesis Firehose, Lambda.
· Responsible for Building Cloud Formation templates for SNS, SQS, Elastic search, Dynamo DB, Lambda, EC2, VPC, RDS, S3, IAM and integrated with Service Catalog.
· Exposure to E2E pipeline starting from ingestion to consumption.
· Experience in moving data between GCP and Azure using Azure Data Factory.
· Experience in creating Data Governance Policies, Business Glossary, Data Dictionary, Reference Data, Metadata, Data Lineage, and Data Quality Rules.
· Worked in Azure Databricks, Spark SQL.
· Good Knowledge on Apache Spark with python, Airflow, Databricks.
· Good understanding on Informatica tools like Snaplogic, Informatica, Abinitio and helped ETL Teams with mapping documents and transformations.
· Designed and Co-ordinated with Data Science team in implementing Advanced Analytical Models in Hadoop Cluster over large Datasets.
· Experience in building Azure stream Analytics ingestion spec for data ingestion which helps users to get sub second results in Real Time.
· Expert-level mastery in designing and developing complex mappings to extract data from diverse sources including flat files, RDBMS tables, legacy system files, XML files, Applications, COBOL, sources and Teradata.
· Worked on JIRA for defect/issues logging and tracking all my work using CONFLUENCE.
· Good experience with data pipeline management tools like AWS Kinesis, Apache Airflow.
· Experience in building on - premises and cloud-based data solutions using cutting edge tools like Azure Data Factory (ADF), Databricks, Spark, SQL, and Python.
· Real time experience in Hadoop/Big Data related technology experience in Storage, Querying, Processing and analysis of data.
· Hands-on experience working with Kusto.
· Experience as Data Engineer with extensive experience in Banking and Finance domain with Master Data Management (MDM) experience.
· Worked on Data Migration from DataStage to AWS Snowflake Environment using DBT.
· Experience on various Azure Services like Compute (Web Roles, Worker Roles), Azure Websites, Caching, SQL Azure, NoSQL, Storage, Network services, Azure Active Directory, API Management, Scheduling, Auto Scaling, and PowerShell Automation.
· Experience working with Azure Logic APP Integration tool.
· Hands on experience in using AWS for BigQuery, cloud Dataproc and Apache airflow.
· Experience in implementing various Big Data Engineering, Cloud engineering, Data Warehouse, Data Mart, Data Visualization, Reporting, Data Quality, and Data virtualization Solution.
· Good experience in ETL along with SQL, PL/SQL, NoSQL for MongoDB. Developed simple and complex stored procedures in IBM Netezza.

Technical Skills:
Operating Systems: Unix, Linux, Mac OS, Windows
Hadoop Ecosystem: HDFS, MapReduce, Yarn, Oozie, Zookeeper, Job Tracker, Task Tracker, Node, Data Node, Cloudera
Google Cloud Platform: GCP Cloud Storage, BigQuery, Composer, Cloud Dataproc, Cloud SQL, Cloud Functions, Cloud Pub/Sub.
Big Data Tech: Hadoop, Spark, Hudi, Apache Flink, MapReduce, YARN, Hive, Spark SQL, Pig, Sqoop, Oozie, Maven
Data Ingestion: Sqoop, Flume, Kafka
Cloud Computing Tools: Snowflake, Snow SQL, ADF, AWS, Databricks, Azure data lake services, Amazon EC2, BigQuery, GCP, EMR, S3, NoSQL Databases HBase, Databricks, Data governance, Cassandra, MongoDB, Apache, Hadoop HBase
Programming Languages: Python (Jupiter, PyCharm IDE), R, Pandas, Java, Scala, SQL, PL/SQL, SAS
Scripting Languages: Bash, Python, R Language, YAF, Shell Scripts
Databases: Snowflake Cloud DB, SSIS, SSRS, SSAS, Cosmos, Data Masking, CSV, Alation, Oracle, MySQL, Teradata 12/14, DB2 10.5, MS Access, SQL Server 2019/2022, PostgreSQL 9.3, Netezza, Amazon RDS
SQL Server Tools: SQL Server Management studio, Ataccama, Enterprise Manager, Query Analyzer, Profiler, Export, and Import (DTS)IDE IntelliJ, Eclipse, Visual Studio, IDLE
Web Services: Restful, SOAP, O9iAS, Oracle Form Server, WebLogic 8.1/10.3, Web Sphere MQ6.0
Methodologies: Agile, Scrum, Waterfall
ETL: PySpark, CTRL-M, Talend Data Integration, DataStage, Matillion, Informatica Power Center 9.6.1/9.5/8.6.1/8.1/7.1, Talend, Pentaho, DBT, Microsoft SSIS, Abinitio
Reporting / BI Tools: MS Excel, Alteryx, Tableau, Power BI, QlikView, Crystal Reports, SSRS, Splunk.

Professional Experience: 
Humana, Louisville KY                                                                                         March 2023 to Present
Role: Sr. Azure Data Engineer
Responsibilities:
· Used Kafka consumer’s API in written Scala for consuming data from Kafka topics.
· Experience on Migrating SQL database to Azure data Lake, Azure data lake Analytics, Azure SQL Database, Azure DataBricks and Azure SQL Data warehouse and controlling and granting database access and Migrating On premise databases to Azure Data Lake store using Azure Data factory.
· Extract Transform and Load data from Sources Systems to Azure Data Storage services using a combination of Azure Data Factory, T-SQL, Spark SQL, and U-SQL Azure Data Lake Analytics.
· Built complex ETL/ELT pipelines for data processing in the azure cloud using Azure Data Factory V2, and Azure Synapse Dedicated SQL Pools.
· Working extensively on Azure Data Factory data transformations, Integration runtimes, Azure Key Vaults, Triggers and migrating data factory pipelines to higher environments using Azure resources.
· Used Azure Key vault as central repository for maintaining secrets and referenced the secrets in Azure Data Factory and also in Databricks notebooks.
· Designed and implemented data ingestion pipelines using Air byte for extracting data from APIs, SaaS applications, and relational databases into cloud data warehouses.
· Scheduled, automated business processes and workflows using Azure Logic Apps.
· Created azure data factory (ADF pipelines) using Azure blob.
· Used different AWS Data Migration Services and Schema Conversion Tool along with Matillion ETL tool.
· Worked with Azure Synapse Analytics to develop end-to-end ETL/ELT applications.
· Did a complete migration project from end-to-end from on-premise to Azure cloud by developing the ELT processing framework using Azure Synapse Analytics.
· Designed and developed a new solution to process the NRT data by using Azure stream analytics, Azure Event Hub and Service Bus Queue.
· Customized and configured Air byte connectors to support incremental and full-refresh loads, optimizing data ingestion performance.
· Used Azure Data Lake as Source and pulled data using Azure blob.
· Developed standards for ETL framework for the ease of reusing similar logic across the board
· Use various Teradata load utilities for data load and UNIX shell scripting for file validation.
· Automated to build the Azure infrastructure using Terraform and Azure cloud formation.
· Performed cleaning of data, data quality checks, data governance for incremental loads.
· Predominantly worked on Azure Synapse Analytics to design end-to-end Pipelines, spark applications using notebooks, and loaded the data into dedicated SQL Pools.
· Worked in GCP Dataproc, GCS, Cloud functions, BigQuery, Azure Data Factory, Azure DataBricks.
· Implemented the data warehousing solution in Azure Synapse Analytics.
· Performed cleaning of data, data quality checks, data governance for incremental loads.
· Used Spark Data Frame API over the Cloudera platform to perform analytics on Hive data.
· Implemented ETL platform using Azure Data Factory (ADF), Databricks, Data Lake, Azure SQL.
· Working knowledge of Data Build Tool (DBT) with Snowflake.
· Integrating and leveraging new data streaming tools like Apache Flink.
· Building pipelines using Azure logical apps to extract and manipulate data from SharePoint.
· Designed and developed the ELT jobs using DBT to achieve the best performance.
· Databricks job configuration, Refactoring of Azure DataBricks notebooks.
· Worked on expertise with big data technologies (HBASE, HIVE, MAPR PIG and Talend).
· Experience in both planning and implementation of data warehouse ETL Architecture using Teradata, Oracle, SQL, and PL/SQL as well as Informatica, UNIX Shell scripts and SQL.
· Migration of on-premises data (SQL Server) to Azure Data Lake Store (ADLS Gen 2) using Azure Data Factory (ADF V2) and Azure Synapse Pipelines.
· Building ADF pipelines to extract and manipulate data from Azure Blob storage/Azure Data Lake/Cosmos DB/SQL Server on cloud.
· Built data pipelines to move raw and curated data between S3, Glue, Redshift, and EMR for advanced analytics.
· Established, configured and governed an enterprise data governance and metadata management with Collibra.
· Utilized SQL and Alteryx to generate user reporting and Tableau server from PostgreSQL database.
· Expertise in Terraform for multi cloud deployment using single configuration. 
· Performing transformations of source data with transform components in Abinitio.
· Experience in building ETL (Azure DataBricks) data pipelines leveraging PySpark, Spark SQL.
· Imported data from SQL Server DB, BigQuery and Azure SQL DB to Power BI to generate reports.

Environment: Azure, Big data, Ataccama, SQL, Unix, Air Byte, Azure Storage, informatica, ADF, Airflow, Redshift, Talend, Redshift, EC2, Azure Databricks, Athena, Tableau, SSIS, PL/SQL, Terraform, Power BI, DBT, Alteryx, Scala, Fivetran, Autosys, PySpark, Apache Airflow.

AT&T, Dallas, TX                                                                                       September 2021 to February 2023
Role: Sr. Data Engineer
Responsibilities:
· Designed and implemented data pipelines integrating Amazon S3, AWS Glue, and Redshift for scalable data warehousing and analytics.
· Configured S3 event notifications with AWS Lambda to automate downstream ETL workflows and reduce manual interventions.
· Leveraged AWS IAM and KMS to enforce security, encryption, and access control in cloud data pipelines.
· Built serverless workflows using Lambda, Step Functions, and SQS to handle event-driven data ingestion and transformation.
· Optimized Amazon Redshift queries and schema design to support analytics and reporting with DBT models.
· Implemented monitoring and logging using CloudWatch to track pipeline performance and troubleshoot issues proactively.
· Automated infrastructure provisioning with Terraform and AWS CloudFormation, ensuring consistent multi-environment deployments.
· Used AWS EMR with Spark/Scala for processing large-scale data from Hadoop and migrating workloads to cloud-native architecture. 
· Configured S3 event notifications with Lambda to trigger downstream ETL/ELT workflows.
· Designed and developed user defined functions, stored procedures, triggers for Cosmos DB.
· Implemented data lake architecture on Amazon S3 with partitioning, lifecycle policies, and cross-region replication to optimize storage cost and availability.
· Created AWS Glue crawlers and Data Catalog to automate schema discovery and enable serverless querying via Athena.
· Integrated Kinesis Data Streams and Firehose with downstream Redshift and S3 for real-time streaming analytics.
· Developed PySpark jobs on AWS EMR clusters for batch ETL pipelines, scaling dynamically based on workload.
· Migrated legacy ETL workflows to AWS Step Functions, improving orchestration and fault tolerance.
· Configured VPC, Security Groups, and Private Endpoints for secure data transfer between AWS services and on-prem.
· Established CloudTrail and Config rules for compliance monitoring and auditing of all AWS resources.
· Designed multi-account AWS architecture with centralized IAM and cross-account role assumption for enterprise data governance.
· Built CI/CD pipelines with AWS Code Pipeline, Code Commit, and Code Build to automate deployment of ETL jobs and infrastructure.
· Leveraged Redshift Spectrum to query raw data stored in S3 without needing to load it fully into Redshift, reducing compute costs.

Environment: AWS, Snowflake, Ataccama, Snaplogic, MDM, Big Data, Matillion ETL, Redshift, T-SQL, HIVE, BigQuery, DBT, Java, Lambda, Terraform, Unix, Python, R, MDM, SQL, Alteryx, Abinitio, Power BI, Airflow, Collibra, Scala, EC2, Alation, Informatica, Talend, ADF, Snowflake, PySpark, SQL.  

Goldman Sachs, New York, NY                                                           November 2020 to August 2021
Role: Sr. AWS Data Engineer
Responsibilities:
· Worked on developing ETL pipelines on S3 parquet files on data lake using AWS Glue.
· Worked in Data Analytics Services such as Athena, Glue, Data Catalog and Quick Sight.
· Created the Autosys jobs, to make the data pull run independently.
· Implemented lifecycle policies, versioning, and encryption (KMS, SSE-S3) in S3 buckets for cost optimization and security compliance.
· AWS CI/CD Data pipeline and AWS Data Lake using EC2, AWS Glue, AWS Lambda.
· Write SOQL, SQL, and Spark SQL queries, create test data in Salesforce, Oracle CX, HubSpot, Marketo, Adobe Experience Cloud, and AWS Glue for ETL mappings unit testing.
· Migration large data sets to Databricks (Spark), create and administer cluster, load data, configure data pipelines loading data from ADLS Gen2 to DataBricks using ADF pipelines.
· Developed Python scripts to automate data validation and data cleaning processes such as deduplicating and checking data consistency using Pandas and Apache Airflow.
· Experience in working with Master Data Management (MDM), Data Cataloging, Business and Data Analysis, and IT Project Management skills in a collaborative environment.
· Build Integration between applications primarily Salesforce, Oracle CX, HubSpot, Marketo, Adobe Experience Cloud, and AWS Glue.
· Optimized S3 storage by partitioning data using Hive-style partitions and leveraging Athena for querying
· Expertise in implementing DevOps culture through CI/CD tools like Repos, Code Deploy, Code Pipeline, GitHub.
· Worked on Data Migration from Data Stage to AWS Snowflake Environment using DBT.
· Worked on migrating data from Teradata to AWS using Python and BI tools like Alteryx.
· Created continuous integration and continuous delivery (CI/CD) pipeline on AWS that helps to automate steps in software delivery process.
· Used Spark API over Hadoop YARN as execution engine for data analytics using Hive.
· Created external tables with partitions using Hive, AWS Athena and Redshift.
· Used Terraform in managing resource disposable environments and multitier application.
· Created AWS Lambda, EC2 instances provisioning on AWS environment and implemented security groups, administered Amazon VPC's.
· Built incremental DBT models to optimize performance and reduce compute costs on cloud warehouses.
· Developed data engineering and ETL python scripts for ingestion pipelines which run on AWS infrastructure setup of EMR, S3, Glue and Lambda.
· Developed data pipeline using Spark, Hive, Pig, python, Impala, and HBase to ingest customer.
· Developed visualizations and dashboards using PowerBI.
· Used Jenkins pipelines to drive all micro-services builds out to the Docker registry and then deployed to Kubernetes, Created Pods and managed using Kubernetes.
· Involved with development of Ansible playbooks with Python and SSH as wrapper for management of AWS node configurations and testing playbooks on AWS instances.

Environment: Python, Databricks, Spark SQL, Lambda, Pandas, Talend, ETL, Abinitio, ADF, Redshift, Snowflake, PySpark, Big data, Alteryx, Apache Airflow, HDFS, Athena, DBT, Fivetran, Terraform, Informatica, Scala, Tableau, CI/CD, Java, Power BI, Glue, AWS EC2.

City Bank, Hyderabad, Telangana, India                                                      October 2017 to October2020
Role: Sr. Data Engineer
Responsibilities:
· Implemented Apache Spark with PySpark and Spark SQL for efficient data testing and processing on Google Cloud Dataproc, improving data processing speed.
· Installed Airflow and created a database in PostgreSQL to store metadata from Airflow.
· Developed Spark Applications by using Scala, Java and implemented Apache Spark data Processing Project to handle data from various RDBMS and streaming sources.
· Worked as RDS DBA on Oracle/SQL Server/Postgres/MySQL/DynamoDB/Redshift.
· Configured documents which allow Airflow to communicate to its PostgreSQL database.
· Used Kafka consumer’s API in written Scala for consuming data from Kafka topics.
· Worked extensively on the Google Cloud Platform (GCP) across various big data products such as BigQuery, Cloud Dataproc, Google Cloud Storage, and Composer (Airflow as a service).
· Developed the PySpark code for AWS Glue jobs and for EMR.
· Built ontology-backed time series analysis and monitoring product for Palantir Foundry.
· Created Databricks Notebooks to streamline data and curate data for various business use cases.
· Experience in moving data between GCP and Azure using Azure Data Factory (ADF).
· Stored data of REST API calls to Redis database for to return the results for repetition Query.
· Strong understanding of Data Modelling (Relational, dimensional and Snowflake Schema), Data analysis, Palantir Foundry, implementations of Data warehousing using Windows and UNIX.
· Worked on Confluence and Jira.
· Built the first machine learning product for Palantir Foundry using Java, Python, and Typescript, enabling clients to manage ML models in Foundry and understand model performance.
· Implemented a Continuous Delivery pipeline with Docker, and Git Hub and AWS.
· Experience with implementing ETL pipeline within and outside of a data warehouse using python and Snow SQL and querying data in Snowflake using SQL.
· Worked on Google Cloud Platform (GCP) services like compute engine, cloud load balancing, cloud storage and cloud SQL.
· Experienced in using debug mode of talend to debug a job to fix errors.
· Performed end- to-end Architecture and implementation assessment of various AWS services like Amazon EMR, Redshift, S3.

Environment: Hadoop, Hive, Spark, Scala, SSIS, HDFS, Fivetran, Kafka, Redshift, Pyspark, NiFi, Snaplogic, Sqoop, Oracle, JIRA, Big data, Palantir, Tableau, Jupiter Notebook, GCP Tools. 

Microsoft, Hyderabad, Telangana, India                                                April 2015 to September 2017
Role: Data Engineer
Responsibilities:
· Involved in migrating on-premise data (Oracle/SQL-Server/DB2/MongoDB) to Azure data lake store using Azure Data factory.
· Worked on Microsoft’s internal tools like Cosmos, Kusto, iScope etc. which are known for doing ETL operations efficiently.
· Used Talend connectors integrated to Redshift - BI Development for technical projects running in parallel.
· Data Ingestion to one or more Azure Services - (Azure Data Lake, Azure Storage, Azure SQL, Azure DW) and processing the data in Azure Databricks.
· Designed Pipelines with Apache Spark, Kubeflow, Dataflow and orchestrated jobs into GCP.
· Highly proficient in the use of T-SQL for developing complex stored procedures, triggers, tables, user functions, user profiles, relational database models and data integrity.
· Worked on AWS Data Pipeline to configure data loads from S3 to into Redshift.
· Developing data processing tasks using PySpark such as reading data from external sources.
· Worked on performance tuning, working on business requirements using complex T-SQL Scripts.
· Merging data, performing data enrichment and loading data into target data destinations.
· Perform Data Cleaning, features scaling, engineering using pandas and NumPy packages in Python.
· Used JSON schema to define table and column mapping from S3 data to Redshift.
· Implemented Spark using Scala and Spark SQL for faster testing and processing of data.
· Developed Kafka producer and consumer, HBase clients, Spark, and Hadoop MapReduce jobs along with components on HDFS, Hive.

Environment: Spark, Spark Streaming, Redshift, DB2, Apache Spark, Databricks, Apache Kafka, Apache NiFi, Hive, Tez, ETL, PIG, UNIX, Linux, Tableau, Java, Pyspark, Teradata, Pig, Sqoop, Hue, Java, Scala, Python, GIT.

EDUCATION:
Bachelor’s Degree in Computer Science at Acharya Nagarjuna University, India.
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